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Abstract. Organizations, governments and many entities deal with an expanse of voluminous financial
documents and this necessitates a need for a financial expert system which, given a financial document, extracts
finance-related questions and answers from it. This expert system helps us to adequately summarize the document in the form of a question-answer report. This paper introduces the novel idea of generating finance-related
questions and answers from financial documents by introducing a custom Financial Named Entity Recognizer,
which can identify financial entities in a document with an accuracy of 92%. We have introduced a method of
generating finance-based questions using a sample document to obtain a set of generalized questions that we can
feed to any similar financial document. We also record the expected answer type during the question generation
phase, which helps to develop a robust mechanism to verify that we always generate the correct answers during
the answer extraction stage.
Keywords. Knowledge engineering; artificial intelligence; expert systems; natural language processing;
hybrid intelligent systems.

1. Introduction
Question Answering (QA) systems have become increasingly smarter over the years, especially after the advent of
deep learning paradigms [1–5]. Nevertheless, even as new
trends and new features come along, most of them focus on
the general problem of generating questions and finding
relevant solutions for an open domain as explained in
Bouziane et al [6]. Considering that organizations and
companies collect large amounts of records on the monthly,
quarterly and yearly sales, it would be of great use, if we
could summarize this vast collection of datasets as a report
of generalized questions and their corresponding answers.
We have introduced a novel method of generating relevant financial questions given a document. We automate
this process by generating questions and ranking them so
that users can threshold the number of questions based on
their quality. We use the information obtained during
question generation in order to aid with our answer
extraction module.
Our core contribution is the financial Named Entity
Recognizer (NER) which we have trained on our dataset,

*For correspondence

which we obtained by scraping for financial articles online.
We have developed a system which generates a set of
financial questions given a text by adding our NER on top
of existing deep-learning-based question generation systems. We have also developed an answer extraction system
which can extract answers for any similar document given
these questions.
The rest of the paper is structured as follows: Section 2 presents an overview of the existing approaches to
question answering systems and analyzes their advantages
and disadvantages. Section 3 gives the overall architecture of the system and the design of each module. The
algorithm behind the implementation of each module is
also thoroughly discussed. Section 4 provides the results
obtained for each module of the system. Section 5 provides a conclusion to the thesis and provides scope for
future work.

2. Literature review
This section briefs some base work that has happened in
recent times on QA systems and Financial NERs. In order
to carry out the task of a QA system, pre-processing the
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document is mandatory. One such pre-processing task is
Named Entity Recognition. Traditional approaches to
Named Entity Recognition involve writing hand-written
rules to tag the words. NER is typically carried out using
Conditional Random Fields (CRF), Hidden Markov Model
(HMM) based on handcrafted rules [7–10]. Other work
includes NER for chemical domain, agricultural domain,
etc. [11–14]. The growing financial industry always needed
domain-specific NER taggers, and there have been many
works in this area. Alvarado et al [15] use domain adaptation of NERs to find the named entities in the text for the
task of credit risk assessment. However, their work suffers
from the limited scope as they only mark four entities in
their text - LENDER, BORROWER, AMOUNT, and
DATE. This work can be used only for loan agreements,
and we cannot apply it to financial documents in general.
The lack of comprehensive work to identify the financial
entities motivated us to develop a NER specifically for the
Financial domain.
Question Generation (QG) started with the rule-based
QG systems, and now most of the work depends on Deep
Learning approaches. Heilman [16] presented the rulebased approach to question generation. The steps followed in this method involved Answer Phrase Extraction,
Main Verb Decomposition, Subject Auxiliary Inversion
and Movement and Insertion of Question Phrase. Rules
written for various cases are the basis for each of these
stages, and hence it requires a large number of rules to
be written. As it is evident that extensive writing of the
rules is not possible, deep-learning methodologies
became popular. Du et al [17] highlight the method to
generate questions using Recurrent Neural Networks
(RNN). Heilman [16] follows the approach of overgeneration and ranking for the question generation module
and then ranks these questions to choose the essential
questions. Heilman used logistic regression methods to
first classify the questions as meaningful or not, using
grammatical features like Parts-Of-Speech (POS) tags and
NER tags.
Traditionally, answer extraction is performed through
rule-based [18, 19], and template-based methods [20].
Wang et al [1] introduce R-NET exclusively for this
purpose. The paper also uses a knowledge base approach
to restrict the answer type which is similar to the method
used by Heo et al [21]. The knowledge of the expected
answer type is obtained during the question generation
model.

3. Methodology
The block diagram for the question generation and answer
extraction modules are in figures 1 and 2.
The following subsections discuss each module in detail.
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3.1 Financial NER module
3.1a Dataset Extraction: We crawled financial news articles
from www.economictimes.com. Simple crawling of articles
from the economic times’ website without key-phrases may
result in a lot of irrelevant articles in other fields which
might decrease the quality of the dataset. Hence, we compiled a list of specific financial related key-phrases and
assigned a score to them. The score given for each phrase
directly corresponds to the probability that the document
containing that phrase is a financial document.
Next, articles were scanned and scored based on the key
phrases that were present in them. After placing a threshold on
the total, which was determined by manual analysis of articles
for financial-relevance, we extracted 209 out of 605 articles.
3.1b Named Entity Classes: We have based our work in
Financial NER on the idea that we can detect crucial
financial information in documents by recognizing the
financial terms and concepts in the text, apart from recognizing the Organization, Person, Location and other generic
entities. Hence, we came up with ten named entity tags for
our Financial NER. These tags consist of generic tags such
as Organization, Person, Location, Money, Date, Percent,
Time as defined by the Stanford NER. We used this prebuilt NER made available by Stanford to allocate the words
into their clusters. We then added our tags - F-Asset,
F-Liability, F-Miscellaneous in order to mark the financial
terms in the text. We tokenized the text into individual
words and annotated the text with tags from those ten
classes. A list of all the words that we marked under our
custom classes is in table 1.
3.1c Classifier: Conditional Random Field is a discriminative model, i.e., given the features for some data, the
classifier will try to draw boundaries between various
possible NER tags and map a given feature set to the correct location. They use contextual information from the
other parts of the sequence, thus increasing the amount of
information the model has to make the right prediction.
Being a discriminative model which models p(y|x), CRFs
do not explicitly model P(x). This is not true for generative
models such as HMMs which try to model the joint probability distribution P(y,x). Hence, in the context of NER
tagging where we have overlapping and complex features,
CRFs are preferred since we can model these with our
feature functions.
Since we are dealing with sequential data, the NER tag
for a word will be dependent on the features of the words in
the sequence apart from the current word. Hence, to model
these features, we use feature functions that can be modelled based on the features. The feature function represents
characteristics of the sequence that the data point represents. The feature function is defined in the following way:
f ðX; i; yi1 ; yi Þ
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Figure 1. Question generation block diagram.

Figure 2. Answer extraction block diagram.

where X = set of input vectors, i = position of data points
that we want to predict, yi1 = The label of data point i - 1,
yi = The label of data point i in X.
To build the conditional field, we next assign each feature function a set of weights (k—lambda), which the
algorithm is going to learn. The output sequence is modeled
as the normalized product of the feature function, as given
by the below equation, where PðyjX; kÞrepresents the conditional probability of output sequence y, given input
sequence X and weights k.

(
)
n X
X
1
exp
kj fi ðX; i; yi1 ; yi Þ
PðyjX; kÞ ¼
Z ðXÞ
i¼1 j

ð1Þ

Z (X) is the normalization.
Where Z ð X Þ ¼

n X
XX
y2Y i¼1

kj fi ðX; i; yi1 ; yi Þ

j

To estimate the parameters (lambda), we use Maximum
Likelihood Estimation. Gradient Descent updates
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Table 1. New financial NER terms.
NER classes

Description

F-Asset
Example words: revenue, profit, sale, credit, balance, asset, investment,
Description: Financial terms which are assets and have a
amount, inflow, fund, sell, average final compensation, AFC,
positive sentiment
EBITDA, acquisition
F-Liability
Example words: cost, loss, expense, debt, liability, risk, loan, outflow,
Description: Financial terms which are liabilities and have a
NOL, net operating loss, divest, net loss, borrowings, price, charge,
negative sentiment
cost, expenditure
Example words: market, share, quarter, fiscal, RMS, rate, average, tax,
F-Miscellaneous
audit, interest, principle, budget, bill, finance, business
Description: Miscellaneous financial terms that cannot be
grouped as assets or liabilities and have a neutral sentiment

parameter values iteratively, with a small step, until the
values converge. Our final Gradient Descent update step is:
"
#
m
m
X
 k k X
 k
k
k¼kþa
Fj y ; x þ
pðyjx ; kÞFj y; x
ð2Þ
k¼1

where Fj ðy; xÞ ¼

k¼1
n
X

fi ðX; i; yi1 ; yi Þ

i¼1

The CRF classifier takes the features of tokenized words
to generate NER tags. These are the features used in NER
tagging: word, Lowercase form of the word, the previous
two words, the next two words, the suffix of the word,
Capitalization of the first letter of the word, Adequate
capitalization of the word, Capitalization of the previous
word, next word, POS tag of the word, previous two words,
next two words, position of the word – last word, second
last word, first word, second word of the sentence.
An essential feature here is the word itself. There is no
stronger indicator towards the tag of a word than its tags in
previous occurrences. The suffix of a word is an essential
feature as a similar class of words have the same suffixes.
The presence of a capitalized letter at the beginning of a
word is also an essential feature as a Proper Noun starts
with a capital letter, and it will most likely refer to a named
entity. The POS tag for the word is a significant indicator
because it can directly rule out some possibilities. For
example, if the POS tag is a determiner or an adjective, then
it cannot be part of the Financial NER.

3.2 Question generation module
Firstly, pre-processing steps annotate the given financial
document. The tokens are tagged using NER and POS tags.
This is followed by a coreference resolution. Coreference
resolution helps in finding all expressions that relate to an
entity and this has been used to replace the pronouns with
the corresponding noun. Then, the answer tags in the document are tagged using BIO (Beginning–Inside–Outside)
Chunking. In this work, each set of tokens with a ‘B’ tag

followed by consecutive ‘I’ tags are termed as an answer
phrase. The algorithm marks the beginning and end index
of each answer phrase and generates a copy of this sentence
for each answer phrase. Each copy will have only one
answer phrase in it. After pre-processing the document for
Coreference resolution, POS and NER tagging, the document is now ready to undergo Question generation module.
The module works to generate the most critical questions
from a given set of training financial data.
We send a sentence with one answer phrase each through
a trained RNN model. We have trained this sequencemodel using the SQuAD dataset. Given any sentence with
its answer phrase marked by BIO Chunking, the encoderdecoder model generates one question. It is a trained end to
end, sequence to sequence model based on LSTM (Long
Short Term Memory). We have used a RNN as the problem
of question generation is not a fixed input fixed output
problem. RNN helps to connect the nodes along a temporal
sequence, with each state at a particular time ‘t’ carrying all
the information till that point.
The specific RNN we used for the question generation
model is the standard LSTM model. The standard Vanilla
RNN suffered from the vanishing gradient problem, where
during backpropagation the gradients vanished due to the
computations involved. Therefore, the LSTM model is
adopted, which overcomes this problem by allowing gradients to move unchanged. The LSTM model consists of
cells which track these dependencies between the various
terms of the question. They have three gates involved, the
forget, input and output gate, each with their weights and
biases, given by (Wf, bf), (W-i, b-i) and (Wo, bo), respectively. Given the input, cell state and output at time t to be
ct, xt and ht, respectively. The forget gate is a sigmoidal
layer which decides how much of the current information
the model should remember. It returns a value between 0
and 1 for each number in the cell state. This is given by


ft ¼ r Wf  ½ht1 ; xt  þ bf

ð3Þ

On the other hand, the input gate decides how much of
the new information it has to integrate into the cell state.
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Figure 3. LSTM architecture. X0..n are the words from the given input sentence and Yo..m are the words from the corresponding
generated question.

First, the sigmoidal input layer decides what values have to
be updated, given by
it ¼ rðWi  ½ht1 ; xt  þ bi Þ

ð4Þ

This LSTM architecture used is given in figure 3. Therefore, the overall idea is to over-generate questions and then
choose the best questions from them through question
ranking.

Then the new candidate values are generated using a tanh
activation layer with its weight and bias Wc and bc.
c^t ¼ tanhðWc  ½ht1 ; xt  þ bc Þ

ð5Þ

The new state is generated by
ct ¼ ft  ct1 þ it  c^t

ð6Þ

Finally, the sigmoidal output gate, as expected, controls
the impact of the cell’s value in the output activation of the
LSTM unit. This is given by
ot ¼ rðWo  ½ht1 ; xt  þ bo Þ

ð7Þ

ht ¼ ot  tanhðct Þ

ð8Þ

The following algorithm summarizes it.

The model is an encoder–decoder model where we first
decode the given input using a bidirectional many to one
LSTM, and this representation is encoded to generate the
questions using a one to many LSTM. As can be seen, the
LSTM will generate one question for each answer phrase.

3.3 Question ranking
The question ranking module comprises two steps. In the
first stage, the module uses logistic regression to categorize
the questions as grammatically correct or wrong. Logistic
Regression gives output as a value between 0 and 1 and
hence is ideal for binary classification. As in this case, if the
output is above the threshold, then it is chosen to be a
grammatically correct question. These involve features
comprising the NER tags, POS tags and the type of question. The Logistic Regression gives a score for the correctness of the question.
In the second stage of question ranking, the module uses
a rule-based approach. The rule-based approach considers
the count of NER tags to determine the importance of the
question. The presence of financial NER tags, money and
percentage tags indicated that the questions are more
valuable from a financial standpoint. Questions where there
are numbers involved, indicated by the Cardinal (CD) POS
tag, are also considered more important. Cases where the
question has a Proper Noun, represented by NNP POS tag,
indicate that the question is not generic. We use similar
scenarios where there are other NER tags like Location,
Person or Organization. The presence of pronouns, indicated by the PRP NER tag, indicated very strongly that the
particular question is not valid. The questions which obtain
a higher score have a higher rank.
We also mark each question with the corresponding
answer type expected by the question as in [16]. It comprises information concerning the NER and POS tags of the
answers. We then pass these ranked questions with the
answer types to generate answers for any given financial
test document.
Some of the terms are replaced by their NER tags to
make these questions more generalized to enable us to
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apply the same set of questions across any given test
document.

state and output are also merged into one. This drastically
simplifies the model. This can be summarized in Algorithm
5.

3.4 Answer extraction
For extracting the answers, the Financial Documents/Input
Passage and Questions generated is the input. Answers for
these questions will be the output of the answer extraction
module. The whole system of answer extraction has several
subsystems. The input documents are assumed to contain
only financial domain-specific documents in our use case.
The input comprises a generic set of factoid questions generated over a training corpus and a different set of financial
documents for which this module will be extracting answers.
The questions are then processed into their word level
and character level embeddings using GloVe embeddings
[22]. Then the answer phrase extraction phase comes in
where a question-aware representation of words from the
passage is self-matched to collect all the relevant information required to answer the question. Then, we use
pointer networks to pinpoint the start and end positions of
the answer in the passage using Bi-Directional Gated
RNNs. Finally, we rank the answers for their significance to
the question. We then choose the best answer that matches
the expected answer type which is the NER tag of the
expected answer that will be framed by the Question
Generation module. We train the model on SQuAD v1.1,
which expects the passage to contain the answer for the
question. If the context passage does not contain the
answer, a wrong answer may be returned, which might as
well go undetected without the next module.
The specific RNN we used for the answer extraction
model is the standard GRU model. Unlike LSTM, they
have two gates involved, the update and reset gate each
with their weights and biases, given by (Wu, bu) and (Wr,
br) respectively. Given the input and output at time t to be xt
and ht respectively. The update gate being a sigmoidal layer
determines how much of the past information has to be
maintained, given by
ut ¼ rðWu  ½ht1 ; xt  þ bu Þ

ð10Þ

The intermediate state is given by
h^t ¼ tanhðWi  ½rt  ht1 ; xt  þ bi Þ

ð11Þ

where Wi and bi are weights. The final output is given by
ht ¼ ð1  ut Þ  ht1 þ ut  h^t

4. Results and discussion
4.1 Dataset
The dataset required to train the financial NER was acquired
by crawling economictimes.com for financial documents. We
have crawled 605 articles after removing duplicates.

4.2 Evaluation metrics
BLEU [23] and ROUGE [24] are used as evaluation metrics
for Question Generation and Answer Extraction modules.
We also use Answerability score as an evaluation metric
which was introduced by Nema and Khapra [25]. Sometimes, a high BLEU or ROUGE value could be because
there are quite a few words in common between the question and the expected answer, but a few key terms that give
the question a meaning might be missing. Answerability
score corrects such errors.

ð9Þ

On the other hand, the sigmoidal reset gate decides how
much to forget.
rt ¼ rðWr  ½ht1 ; xt  þ br Þ

The architecture used is the R-Net [1], as shown in
figure 4.

ð12Þ

As we can notice, the update gate, in effect, combines
both forget and the input gates of the LSTM. Also, the cell

4.3 Financial NER
Given a test document corpus of 60 documents, we
obtained an accuracy of 92 %, including the out of label
tags. We achieved a precision of 0.93, a recall of 0.91 and
an F1 score of 0.92.
The produced NER is the first of its kind for financial
documents containing financial tags and performs considerably better on test datasets when compared to NERs
developed for similar applications. The increased accuracy
can be attributed to the development of custom and dedicated financial dataset, use of a more significant number of
custom tags for our problem and increased number of
intelligent features fed to the CRF classifier.
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Figure 4. R-NET architecture.

4.4 Question generation
We generated a financial document based on the annual
reports of a few companies by crawling from www.eco
nomictimes.com, and the reference question was handwritten. This dataset shall be called the Generated
Dataset. The existing QG model which is trained in
seq2seq set-up using OpenNMT [26] is compared with
our financial NER based model. It is evident from figure 5 that a significant change in all BLEU and the
ROUGE-L values exist. Regarding the answerability
score, figure 6 explains the clear difference between the
models. These changes are because of the more significant number of questions covered due to Financial NERs
and more importantly, numbers and monetary amounts
getting highlighted.
Extensive tagging of answer phrases has increased
performance, and the main reason behind more answer
tags being identified is the ability of the Financial NER
to highlight the large numbers of financial domain-related
terms that repeatedly occur throughout such documents.
The tags of all financial NERs, money and percentages
as answer phrases has allowed us to generate an enormous variety of questions. The interesting fact here is
that these questions span out to be the most important for
any financial document, hence covering most of the
expected standard questions in the reference question set.
The similarity between the reference and the modified
model improves to a drastic extent, hence justifying the
improvement.
Another primary reason behind the improvement is the
generality of questions expected by the reference. By using

Figure 5. Evaluation metric score comparison for the generated
dataset.

rule-based methods to replace document specific terms like
proper nouns or pronouns terms with their NER counterpart, questions generated act as a standard blueprint across
any similar document. These replacements make the
questions much more generic and hence improves upon the
evaluation metric used. Hence, leveraging financial data
and the generality of questions led to a significant
improvement in the performance.
From the graphs in figures 4 and 5, there is an apparent
increase of at least 0.15 for the BLEU metric, while RogueL improved from 0.72 to 0.869. These staggering
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RANKED QUESTION:
7. What is the average profit of the company? $ 800
billion—’MONEY’
1. When was the company founded? April 4, 1975—
’DATE’
2. Who was the second CEO of the company? Steve
Ballmer—’PERSON’
3. Where is the company headquartered? Redmond—
’LOCATION’
5. What was the net revenue of the company? $ 125
billion—’MONEY’
4. Who founded the company? Bill Gates—’PERSON’
6. 6. What is the name of the company? microsoft
corporation—’ORGANIZATION’
As can be seen, questions 5 and 7 are given much higher
priority now as they deal with profit and revenue.

Figure 6. Answerability score comparison for the generated
dataset.

improvements help highlight the need to tag with a financial NER before question generation to effectively highlight
the most essential terms in the domain. The newly introduced Mean Answerability Score has improved as well,
with gains of at least 0.08 seen across BLEU and ROUGEL.
As an example, the sentences ‘‘Fiscal 2019 was a recordbreaking year for Microsoft. They delivered a net revenue
of more than $125 billion’’ would give rise to the question
‘‘What was the net revenue of the company?’’ And will
expect an answer type of ‘MONEY’.

4.5 Question ranking
We have given higher preference to generic questions and
questions relevant to financial tags like assets, liability,
money and percentage NER. The results are shown below
for the Generated Dataset
QUESTION:
1. When was the company founded? April 4, 1975—
’DATE’
2. Who was the second CEO of the company? Steve
Ballmer—’PERSON’
3. Where is the company headquartered? Redmond—
’LOCATION’
4. Who founded the company? Bill Gates—’PERSON’
5. What was the net revenue of the company? $ 125
billion—’MONEY’
6. What is the name of the company? microsoft corporation—’ORGANIZATION’
7. What is the average profit of the company? $ 800
billion—’MONEY’

4.6 Answer extraction
The algorithm answer extraction contains question processing, passage processing, answer phrase extraction,
answer ranking and the answer type checking modules. The
first four modules (question and passage processing, answer
phrase extraction, answer ranking) are the same for both
existing and modified models. In addition to these, the
modified algorithm for Answer Extraction incorporates an
Answer Type Checking module.
Figure 7 showcases the BLEU value comparison of the
two models in a graphical manner.
The existing module is the state-of-the-art QG model.
The QG model based on financial NER mentioned above is
the modified model.
As can be seen, the modified model has better values
than the existing model over BLEU2, BLEU3 and BLEU4,
though the existing model has a better BLEU1 value.
(BLEU-1, 2, 3, 4 refers to the precision for n-grams of sizes
1 to 4). Using Expected Answer Type matching to confirm
the correctness of a generated answer has enhanced the
performance of the modified model. Figure 8 shows the
ROUGE value comparison of the two models in a graphical
manner.
The existing module is the state-of-the-art QG model.
The QG model based on financial NER mentioned above is
the modified model.
From figure 8, it is clear that the modified model has
better values than the existing model over ROUGE-1,
ROUGE-2 and ROUGE-L (L is the Longest Common
Subsequence).
As an example of the improved performance of our
modified Answer Extraction module. Feeding the question
‘‘What was the net revenue of the company?’’ (generated in
Question Generation module) to a different document
containing the sentence ‘‘Siemens AG has managed to
increase its annual revenue from 2018 by three percent,
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Figure 7. BLEU score comparison for the generated dataset.

Figure 8. ROUGE score comparison for the generated dataset.

meaning that the annual revenue in 2019 fiscal year surpassed 86.8 billion’’, the existing module produced the
following answers in ranked order:
86.8—’NUMBER’
$86.8 billion—’MONEY’
$86.8—’MONEY’
Siemens—’ORGANIZATION’
Using our expected answer type module, our answer
extraction module was able to find the correct answer of
$86.8 billion.

5. Conclusion and future work
A financial domain-specific NER with tags like assets
and liabilities emphasize on the financially significant
sections of the document. This specific NER helps in the
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creation of the Question Generation system that generates
general, financially significant questions from a collection
of training data. All financially relevant terms, including
financial NERs, money and percentage, were tagged as
answer phrases and questions specific to them were
generated. This step generates financially relevant questions. These questions are further generalized by replacing the terms with their NER counterparts. The Question
Ranking module comprises logistic regression followed
by rule-based methods to prioritize generalized financial
questions. This generalized collection of questions helps
us to generate the answers from any new test data with
the help of the Answer Extraction Module using bidirectional RNN. As the answer type is passed along with
the questions, the final answer can be double-checked for
the answer type as well. The double-check, in turn,
ensures the generation of the correct answers. Hence,
helping in representing the entire document in the form
of a generalized set of questions and their corresponding
answers.
The NER is not always accurate. In some cases, the
model does not identify a person’s name or an organization’s name correctly. For example. Page was not taken as
any NER tag, though it referred to Larry Page. The questions generated are, at times, not completely generic. Hence
answers to these cannot be obtained from any given test
dataset like in the case of the question: For how much did
the company acquire LinkedIn?
Concerning the answer extraction module, in some cases,
wrong answers may go undetected. For example, consider
the following question: ‘‘How many employees work in the
company?’’ Though the answer is not present in the context
of the passage, the model returned 30. Since the expected
answer type is a number and the type of predicted answer is
also a number, this will be returned as the answer even
though the answer is wrong.
Increasing the number of features used to annotate the
named entities can improve the NER. Use other words in
the sentence (pronouns/adjectives) to identify the named
entity correctly. The questions generated can also be made
entirely generic. Using completely generic questions, we
can obtain a collection of questions that are universally
applicable over any given document. While extracting
answers, questions for which the answer is not present in
the passage must return an ‘‘NA’’ label. As the questions
are generic, there is a good possibility that the answers may
not be present in the given passage, making it more
essential to generate an ‘‘NA’’ label for such answers.
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III H 2014 A neural network for factoid question answering
over paragraphs. In: Proceedings of the 2014 Conference on
Empirical Methods in Natural Language Processing,
pp. 633–644
Rajpurkar P, Zhang J, Lopyrev K and Liang P 2016 Squad:
100,000? questions for machine comprehension of text.
arXiv:1606.05250
Lai T, Bui T and Li S 2018 A review on deep learning
techniques applied to answer selection. In: Proceedings of
the 27th International Conference on Computational Linguistics, pp. 2132–2144
Song H, Ren Z, Liang S, Li P, Ma J and de Rijke M 2017
Summarizing answers in non-factoid community questionanswering. In: Proceedings of the Tenth ACM International
Conference on Web Search and Data Mining, pp. 405–414
Bouziane A, Bouchiha D, Doumi N and Malki M 2015
Question answering systems: survey and trends. Procedia
Computer Science. 73: 366–375
Rau LF 1991 Extracting company names from text. In:
Proceedings the Seventh IEEE Conference on Artificial
Intelligence Application, pp. 29–30
Sekine S and Nobata C 2004 Definition, dictionaries and
tagger for extended named entity hierarchy. In: LREC
Morwal S, Jahan N and Chopra D 2012 Named entity
recognition using hidden Markov model (HMM). International Journal on Natural Language Computing (IJNLC). 1:
15–23
Lee C, Hwang Y G, Oh H J, Lim S, Heo J, Lee C H, Kim H
J, Wang J H and Jang M G 2006 Fine-grained named entity
recognition using conditional random fields for question
answering. In: Asia information retrieval symposium,
pp. 581–587
Corbett P and Murray-Rust P 2006 High-throughput identification of chemistry in life science texts. In: International
Symposium on Computational Life Science, pp. 107–118
Kemp N and Lynch M 1998 Extraction of information from
the text of chemical patents. 1. Identification of specific
chemical names. Journal of Chemical Information and
Computer Sciences. 38: 544–551
Corbett P, Batchelor C and Teufel S 2007 Annotation of
chemical named entities. In: Biological, translational, and
clinical language processing, pp. 57–64

Sådhanå (2020)45:269
[14] Sridhar R 2016 Fuzzy logic based hybrid recommender of
maximum yield crop using soil, weather and cost. ICTACT
Journal on Soft Computing. 6
[15] Alvarado J C S, Verspoor K and Baldwin T 2015 Domain
adaption of named entity recognition to support credit risk
assessment. In: Proceedings of the Australasian Language
Technology Association Workshop 2015, pp. 84–90
[16] Heilman M 2011 Automatic factual question generation from
text. Ph. D. thesis, Carnegie Mellon University, Pittsburgh,
PA, USA
[17] Du X, Shao J and Cardie C 2017 Learning to ask: Neural
question generation for reading comprehension. arXiv:1705.
00106
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