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Abstract. Cyber physical systems (CPS) are critical to the infrastructure of a country. In addition to being
vulnerable to hardware and software failures, and physical attacks, they are now becoming vulnerable to cyber
attacks because of their use of off the shelf servers and industrial network protocols. Availability on World Wide
Web, for monitoring and reporting, has further aggravated their risk of being attacked. Once an attacker breaches
the network security, he can affect the operations of the system, which may even lead to a catastrophe. Various
machine learning, mathematical and formal models try to detect the departure of the system from its expected
behaviour. However, little or no work predicts how long the system would take to become unsafe. We here
propose a machine learning predictive safety assessment approach that quickly calculates the time to being
unsafe (TTBU) of a water-based CPS. We validate our results on a complete replicate of the physical and control
components of a real modern water treatment facility. Our approach is fast, scalable and robust to noise. The
model can be easily updated to match the changing behaviour of the system and environment.
Keywords. Predictive safety assessment; time to being unsafe; cyber physical systems; SWaT; critical
infrastructure systems.

1. Introduction
Cyber physical systems (CPS) overlay cyber sensing and
control over a physical system for various mission-critical
tasks. Over the past few years, the use of CPS such as smart
power grids, water treatment and distribution networks,
autonomous vehicles and supporting smart roadside
infrastructures, and pervasive health-care systems has
become prevalent. Since they are typically of large scale,
geographically dispersed and run in real time, many of
these systems are being network connected for remote
monitoring and control. This network connectivity opens up
avenues for failure of network components and corrupted
sensor data and as well as cyber attacks, which is an
important concern given that these attacks travel fast and
far compared with physical attacks.
Attacks or manipulation of water systems is as old as
recorded history itself. The King of Lagash, 4500 years
ago, manipulated a water system to deprive the neighbouring state of Umma of water [1]. In 600 BC, Solon of
Athens besieged Cirrha and poisoned the local water
supply, which eventually led to downfall of the the city
[1]. In not so distant past, instances of attacks on water
systems have been motivated by perceived inequities
associated with water development projects or about allocation decisions of water. Farmers in the Owens Valley of
California repeatedly dynamited the aqueduct system

between 1907 and 1913, which was being built to divert
their water to the growing city of Los Angeles [2].
Workers at the Cellatex chemical plant in northern France
dumped 5000 l of sulphuric acid into a tributary of the
Meuse River in July 2000 [3] because of being denied
worker benefits. In the past few years, attacks are being
carried out through the cyber part of these systems. In
2000, a disgruntled ex-employee of Australia’s Maroochy
Water Services took control of the organization’s facilities,
and released one million litres of untreated sewage into
local parks and rivers for days [4]. In 2006, a hacker in the
U.S. infected a water filtration plant with a malware that
damaged the water treatment [5].
CPS are more vulnerable because the network connectivity not only adds more components and communication
that can fail but it also makes the system vulnerable to
cyber attacks originating from an untrusted network (e.g.,
the internet), or through an insider having access to the
programmable logic controllers (PLCs) or supervisory
control and data acquisition (SCADA) workstations. Once
an attacker breaches the network security, he (or she) could
corrupt operations of the system in question, which may in
turn lead to catastrophes. Hence there is a critical need to
detect failures or intrusions (or attacks) in mission-critical
CPS. Once detected, there is a mechanism or a sequence of
steps to remove these failures (or attacks) or mitigate their
effects. Failure to do so can damage the CPS or severely
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Figure 1. TTBU prediction process.

affect its output, thus risking lives. As a last resort, the
system operator must resort to more costly measures to
prevent the system from reaching this critically unsafe
state. Having an estimate of the time available before such
drastic measures need to be taken can not only help save
money but also prevent the unavailability of service. We
define this time before the system enters an unsafe state as
time to being unsafe (TTBU). In this article we propose a
machine learning (ML) approach to predict the TTBU for
the Secure Water Treatment (SWaT) testbed. The technique
though is generic and can be easily extended to other waterbased systems once an attack or anomaly in the systems has
been identified. Furthermore, it can be extended to determine TTBU if a water source has been contaminated;
however, in this article, attacks of our interest are the
attacks on water level sensors of the storage tanks. SWaT
can enter into different unsafe states, which can be categorized as leading to (a) damage to a physical component(s) of the testbed or (b) release of toxic water. We focus
on the first category of unsafe states, i.e. damage to a
physical component of the testbed. Damage to a physical
component through a cyber attack or malfunctioning valve
(or a pump) can cause overflow (or an underflow) of one of
the tanks. Therefore we predict TTBU for SWaT when an
attack causing overflow (or underflow) of the water tank
has been detected. Currently, only single-point attacks are
assumed and the model is learned and evaluated on more
than four and a half days of data collected from the testbed.
Detecting attacks or their classification is out of the scope
of this study. We assume that an intrusion detection system
(IDS) is in place that successfully detects whether an attack

takes place or not. Furthermore, since we estimate TTBU
for attacks that lead to the overflow of the tank, the IDS
should be able to identify attacks that could lead to overflow of one of the tanks (see [6] for attack identification).
The last known good state of the CPS is then used to query
the prediction model to predict the TTBU. This process is
outlined in figure 1. TTBU prediction works in conjunction
with an IDS system. TTBU for underflowing tank can be
obtained in a similar manner.
The rest of the report is organized as follows. In section
2, we motivate the use of ML approaches for modelling
TTBU. However, before this, we give an overview of
SWaT in general and raw water process (P1) in particular,
followed by what attacks can be carried out and their effect
on process P1. We also define the TTBU for process P1 in
this section. In section 4 we discuss the data collection and
labelling process followed by the description of Random
Forests (RF) and its parameters that we experiment with to
model TTBU. Results and findings are presented in section
5, followed by conclusion in section 6.

2. Background, and TTBU definition for SWaT
Each CPS is unique in nature; hence, definition of safe and
unsafe states of each CPS varies. Accordingly, definition of
TTBU, and how it would be calculated, also varies. In order
to define TTBU for SWaT, it is necessary to understand its
working, how it can be attacked and how an attack can
render it unsafe. Therefore, in this section, we give an
overview of the SWaT system but describe only the raw
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water process P1 in detail. We then discuss attacks that can
be carried out on process P1 and how it would be rendered
unsafe. We then define TTBU for process P1 and its limitations, followed by a motivation to use an ML approach to
estimate it. The focus on process P1 is because of its
resemblance to oil and water storage CPS. Therefore the
approaches discussed here for process P1 can be easily
extended to various oil and water CPS.

2.1 Overview of SWaT
SWaT is a fully operational scaled down water treatment
plant with a small footprint, producing 5 gallons/min of
doubly filtered water. This testbed replicates large modern
plants for water treatment such as those found in cities. Its
main purpose is to enable experimentally validated research
in the design of secure and safe CPS. SWaT has six main
processes (or stages) corresponding to the physical and
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control components of the water treatment facility. All the
processes are interdependent. A view of SWaT is shown in
figure 2, while its six-stage filtration process is shown in
figure 3.
The process begins by taking in raw water (process P1)
and storing it in a tank that supplies water to the following
processes. It has a motorized valve that controls the inlet of
water and a pump that transfers water to ultra-filtration
(UF) process P3. The main purpose of the pre-treatment
process (P2) is to assess the water quality and perform
chemical dosing before pumping it to the process P3.
Chemical dosing is performed to maintain the quality of the
water. In P3, undesirable materials are removed using fine
filtration membranes. After the residuals are filtered
through the UF system, any remaining chlorine is destroyed
in the de-chlorination process (P4) using ultraviolet lamps.
Subsequently, the water from P4 is pumped into the reverse
osmosis (RO) system (P5) to reduce inorganic impurities.

Figure 2. A view of SWaT testbed.

Figure 3. SWaT processes overview.
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In the last process, P6, water from the RO is stored and
ready for distribution in a real system. However, in the case
of SWaT, the treated water is transferred back to the raw
tank for re-processing, but for this study we make sure that
this filtered water is drained out.
The cyber portion of SWaT consists of a layered communication network, PLCs, human–machine interfaces
(HMIs), a SCADA workstation and a historian database.
Data from the sensors is available to the SCADA system
and recorded by the historian for subsequent analysis. A
separate PLC is dedicated for each of the six processes.
Each of these PLCs is in turn paired with a redundant hotstandby PLC.
Communication in SWaT takes place over multi-layer
communication links between different switches and routers. This communication can take place over either a
wireless or an Ethernet link running various industrial
communication protocols. The sensor readings and the
actuator commands are all communicated to the PLC over
the (wireline or wireless) communication links.

2.2 Raw water process
Control of process P1 is illustrated in figure 4. Water flows
into the raw water tank from two sources: city water supply
system or RO process (P6) after cleaning. Water from the
water supply system is controlled by a motor valve, MV101. It is opened when the water level goes below a predefined low (‘L’) threshold, and it is closed when it reaches
a predefined high (‘H’) threshold. If the water level keeps

on decreasing (or increasing) past the ‘L’ (or ‘H’) threshold, alarms are set off once it reaches the low–low (or high–
high) threshold, which signals an emergency that can be
regarded as an insecure or abnormal system state. The rate
of inflow is measured by the flow indicator, FIT-101. Pump
P-101 is turned on when the water level drops below ‘L’
mark in the UF tank in process P3, and it is turned off when
the water level rises above ‘H’ mark in the UF tank. It can
also be turned off when the raw water tank level drops
below ‘L’ mark, or the flow indicator, FIT-201 (in process
P2), drops below a certain predefined threshold. Pump
P-102 is used as backup for pump P-101. The valve controlling water inflow from RO process to the raw water tank
is closed for this study as recycling the filtered water will
change the water properties of the water from those of the
city water supply system.

2.3 Attacking process P1
Like any critical system, adequate redundancy and sufficient integrity monitors have been incorporated into SWaT
to avoid and mitigate failures and attacks. For example, for
each of the six processes of SWaT, a redundant hot-standby
PLC is paired with the main PLCs. Similarly, redundant
pumps have been added to various processes such as the
pump P-102 in process P1, which is programmed to be
turned on when the pump P-101 is unable to start because
of a failure or any other reason (figure 4). Different water
level and chemical properties sensors are programmed to
ensure sufficient integrity of the system. These redundancy

Figure 4. Details of the raw water process of SWaT.
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and integrity checks help limit the effects of failures of
hardware components (or software components in PLCs),
but their effectiveness in mitigating attacks is very little. [7]
shows that despite such checks, SWaT can be easily misled
into overflowing its tanks or changing the chemical properties of the water through man in the middle attacks.
Therefore, sufficient attack detection and safety assessment
systems (such as those proposed in this article) need to be
put in place.
An attacker can attack process P1 in many ways to
achieve his (or her) intent. For example, an attacker, who
wants to stall the system, can force the pump P-101 to
remain off, thus stopping the water flow to later stages, or
he (or she) can turn off the valve MV-101, causing the tank
T-101 to reach water level L, thus shutting the water supply
to later stages. These attacks affect the operation of the
system but do not damage it. Once these attacks are
removed, the system will return to its normal operation in a
matter of several minutes to a few hours. On the other hand,
attacks that damage the system can cost a lot of time and
money to make the system operational again. For example,
an attack on the level sensor LIT-101 can cause the tank
T-101 to underflow, which can damage the pump P-101
because it would be running on an empty tank, subsequently damaging the backup pump P-102 as well. Similarly, the intent to overflow the tank can be realized by just
attacking the same level sensor LIT-101. Figure 5 shows
one such attack, where the level sensor LIT-101 is fixed at
700 mm by the attacker. In this scenario the MV-101 will
not turn off because the water level will not reach the H
point; hence water will keep flowing continuously into the
tank T-101, and eventually overflow. The level sensor,
being under attack, will not reflect the actual state of the
system, thus leaving the operator guessing the time it will
take to overflow the tank. We therefore focus on these
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single-point attacks on the level sensor that aim to overflow
the tanks. Tank T-101 can also be overflowed without
attacking the level sensor, if the attacker does not allow
MV-101 to close. Predicting TTBU for this attack is not
that crucial as the level sensor displays the correct reading
during the attack and will raise an alarm when it reaches the
high–high mark.

2.4 Defining TTBU for SWaT
CPS are expensive systems that belong to the critical
infrastructure. It is infeasible (or impractical) to attack these
systems for experimental purposes, or observe them under
real attacks as they are rare and often unreported. Therefore
the technique to estimate TTBU has to be a non-intrusive
approach such that it does not disrupt the normal behaviour
of the CPS, hence relying on the data of the normal operational behaviour of the CPS. As a consequence, TTBU can
be estimated as the time until the system reaches the
extremities only of the normal operation. For example, the
three tanks of SWaT at the risk of being overflowed have
different operational ranges. The ‘L’ and ‘H’ thresholds for
tank T-101 are 500 and 800 mm, respectively, whereas they
are 800 and 1000 mm, respectively, for tanks T-301 and
T-401. Hence, the data available to estimate TTBU for tank
T-101 varies in its normal operating range of 500–800 mm.
However, the height of the tank is 1.36 m and there is no
data in the 800–1360 mm range that can be used to estimate
TTBU. How long would it take for the water to cross the
1360 mm mark and overflow the tank once it has crossed the
‘H’ mark? We answer this question by assuming the worst,
i.e. the least possible time possible to reach 1360 mm mark
once the water level has crossed the H mark. We do so by
observing the least time taken for the water level to increase
by 20 level points in the observed data; using this, we
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Figure 6. Naive TTBU vs actual TTBU for process P1.

calculate the time that it will take to overflow the tank when
it has crossed the ‘H’ mark. We use a 20 level points window to cancel out the effects of noise in the sensor reading.
For example, for tank T-101, the least time taken for water
level to rise from 780 to 800 mm is 33 s. This works out to
be approximately 5 min and 40 s to overflow the tank once
800 mm mark has been crossed. However in reality it might
take longer as outflow might start from tank T-101 to tank
T-301 (based on tank T-301 water level), but we have no
data to support this as this behaviour is unobservable. This
also conforms to the principles of safety, that it is better to
underestimate the time to being unsafe rather than overestimate it. We therefore define the problem of estimating
TTBU for SWaT as the problem of estimating the time it
would take the water level to reach the ‘H’ mark of the tank
after an attack has occurred. Once this time is predicted, a
fixed time constant (5 min and 40 s in case of tank T-101)
can be added to find the time when the water will actually
spill out of the tank. A similar calculation can be carried out
for tanks T-301 and T-401. TTBU can be defined in a
similar way to estimate the time to underflow a tank.
TTBU can also be estimated using the maximum rate of
change in water level of the tank observed in the training
data. Using this rate of change, and the level of the tank at
the time of launch of the attack, TTBU can be easily calculated by a simple mathematical equation because the
height of the tank is known. However, this naive TTBU is a
very naive underestimate as it does not take into consideration the dynamic nature of the system. The system can
be in various states where water can be flowing in and out
at different rates. Therefore, the time for tank T-101 to
overflow depends not only on its level but also on the states
of the later process. For example, an attack launched when
the water level is near the ‘H’ mark will take less time to
overflow the tank than an attack launched when water level

is near the ‘L’ mark. Moreover, it depends also on the state
of tank T-301 in process P3. If tank T-301 is already full,
then there will be no outflow of water from tank T-101;
thus T-101 will overflow quickly. Tank T-301 in turn could
be full because of tank T-401, which itself depends upon
the backwash process. Figure 6 displays this effect for tank
T-101 of process P1. The naive TTBU is many orders of
magnitudes lower than the actual TTBU, e.g. the maximum
time to overflow according to naive TTBU is just 80 s,
whereas the maximum time to overflow in reality is more
than 3800 s. Therefore predicting TTBU is not trivial, and
better models are needed to predict TTBU. Taking into
account the dynamics of the system can help do better than
the naive TTBU model. Formal models can be used, but the
cost of modelling a non-linear system with so many variables is quite high. It is also exacerbated by the inaccuracies
and incompleteness of design documents or operation
manuals. These models can be oversimplified to be tractable, but then the predictions will not remain that accurate.
Furthermore, these approaches are very target specific and
cannot be salvaged for other CPS because of their unique
nature and physical dynamics. Therefore, we model this
problem as a regression problem and solve it through ML.
These data-driven approaches require lesser effort to model
the non-linearity of the system, generalize better to other
CPS and give good estimates, as we show. In section 4, we
discuss how we label the data automatically to solve it as a
regression problem.

3. Related work
There is a long history of using water as a political or
military target or tool, going back over 4,500 years [3]. [8]
summarizes more than 50 major attacks on water systems

Sådhanå (2020)45:61
throughout history. Most of these attacks are attacks that
have been carried out physically. Very few attacks have
been carried out through the cyber medium of water CPS.
Over one million litres of untreated sewage was released
into local parks and rivers for days by a disgruntled exemployee of Australia’s Maroochy Water Services after
taking control of the organization’s facilities [4]. A hacker
damaged a water filtration plant by injecting it with a
malware in 2006 [5]. However, quite a few attacks have
been witnessed on smart grids and also on a nuclear plant in
Iran a few years ago [9].
Attacks on CPS can be mainly grouped into two types:
attacks that change the physical process of the CPS and the
attacks that do not. In the latter type of attacks, an attacker
can intrude into the system and steal confidential, sensitive
or private information. These attacks are discovered
through IDS that analyse the network traffic for some
anomaly [10], or the firmware of PLCs or SCADA systems
for some malware [11]. However, attacks may go undetected and we may never know that they even happened. In
the former type of attacks, the attacker tries to harm the
system by either damaging it or making it perform at suboptimal levels. Sometimes the attack is stopped at the
network level by the IDS, but sometimes the attacker gets
control of a sensor or an actuator of the CPS unnoticed.
Furthermore, the attacker might even physically attack the
system. Such attacks that are not identified by the network
IDS can be detected only by an IDS that models the
physical dynamics of the CPS. [12] and [13] are a few
examples of IDS that detect attacks by observing abnormal
activities in the physical process of a CPS.
After the detection of an attack, various mitigation
strategies are proposed. [14, 15] propose monitoring the
water properties at certain locations in the water distribution networks to raise an early warning when the measured
chemical properties cross a certain threshold. [16] simulates
a water distribution network with the aim to find response
time of the chemicals reaching the end users in case of
deliberate biochemical assault on a drinking-water distribution system. [17] tries to determine the quantity of a
contaminant ingested by individuals using tap water drawn
from a water distribution system during a contamination
event. [18] proposes an optimization method as a consequence management strategy to reduce contaminant concentration. [19] defines a strategy to implement the field
operations after contamination has been detected, to protect
public health. These approaches lay out strategies to reduce
the impact of the contamination by taking certain measures,
whereas our approach is not about detecting an attack or
drawing a strategy to curtail its impact; rather, we only give
a time frame till which the impact of the attack is bearable.
This insight will give a time frame in which less costly
steps of the mitigation strategy can be carried out before
resorting to extreme measures. TTBU has been successfully
applied to smart grids before [20], but there exists no such
study for water CPS. [20] determines the TTBU for a smart
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grid data labelled through Power World simulations to
avoid total load shedding in a smart grid.

4. Methodology
TTBU can be estimated by different approaches. Specification-based approaches (or formal models) can be used to
estimate TTBU, but they require accurate definitions of
system behaviour that can be hard to obtain, due to the
CPS’s complexity and non-linear dynamics, as well as
inaccuracies and incompleteness of design documents or
operation manuals. Formal models can be oversimplified to
be tractable, in which case they will not provide accurate
predictions. Furthermore, these approaches are very target
specific and cannot be salvaged for other CPS because each
CPS is unique with its own physical dynamics. We therefore estimate TTBU by a behaviour-based approach (such
as ML approach). These data-driven approaches require
lesser effort to model non-linear systems, generalize better
to other CPS and give good estimates.
In the remainder of this section we discuss the details
regarding data collection and labelling. We also explain the
working of the ML algorithm used to model TTBU, the
parameters affecting its performance and how they are
tuned.

4.1 Data collection and labelling
Before starting the data collection process all tanks of
SWaT are emptied, so the data collection process starts
from an empty state of the testbed. This initialization is
deemed necessary to ensure that all the tanks are filled with
unfiltered water and not pre-treated water. We also permanently shut down the pump responsible for recycling the
filtered water; hence, all the filtered water is let down the
drain. This is done to reflect a realistic setting where (a) the
water is not recycled and (b) the treated water is not mixed
with the raw water served as input to the system. The data
collection lasted for 5 days and 18 h. During the process,
SWaT functioned continuously under the auto mode and
care was taken to see that its normal behaviour was not
disrupted by any human operator. We assume that the
system stabilizes and reaches an equilibrium state in this
time frame where it starts repeating itself. Each second, the
state of the system was recorded in the historian database.
We assume that no significant change occurs to the system
state in less than 1 s. The state of SWaT at any given
second is defined by 51 sensor and actuator values listed in
table 1. All in all, the state of testbed was captured 496800
times over these 5.5 days.
Before starting data collection, we first emptied the
tanks. Figure 7 shows that before starting to empty the
tanks, the water level is around 1000 mm. It then dropped
steadily to slightly less than 200 mm. Water level does not
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Table 1. Sensor and actuator description of SWaT.
No.

Name

Type

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21

FIT-101
LIT-101
MV-101
P-101
P-102 (backup)
AIT-201
AIT-202
AIT-203
FIT-201
MV-201
P-201
P-202 (backup)
P-203
P-204 (backup)
P-205
P-206 (backup)
DPIT-301
FIT-301
LIT-301
MV-301
MV-302

Sensor
Sensor
Actuator
Actuator
Actuator
Sensor
Sensor
Sensor
Sensor
Actuator
Actuator
Actuator
Actuator
Actuator
Actuator
Actuator
Sensor
Sensor
Sensor
Actuator
Actuator

22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51

MV-303
MV-304
P-301 (backup)
P-302
AIT-401
AIT-402
FIT-401
LIT-401
P-401 (backup)
P-402
P-403
P-404 (backup)
UV-401
AIT-501
AIT-502
AIT-503
AIT-504
FIT-501
FIT-502
FIT-503
FIT-504
P-501
P-502 (backup)
PIT-501
PIT-502
PIT-503
FIT-601
P-601
P-602
P-603

Actuator
Actuator
Actuator
Actuator
Sensor
Sensor
Sensor
Actuator
Actuator
Actuator
Actuator
Actuator
Actuator
Sensor
Sensor
Sensor
Sensor
Sensor
Sensor
Sensor
Sensor
Actuator
Actuator
Sensor
Sensor
Sensor
Sensor
Actuator
Actuator
Actuator

reach 0 mm because of an inbuilt safety check in SWaT that
stops drainage after a certain threshold. Since the process of
data collection started with empty tanks, it took several

Description
Flow meter; measures inflow into raw water tank
Level transmitter; raw water tank level
Motorized valve; controls water flow to the raw water tank
Pump; pumps water from raw water tank to second stage
Pump; pumps water from raw water tank to second stage
Conductivity analyser; measures NaCl level
pH analyser; measures HCl level
ORP analyser; measures NaOCl level
Flow transmitter; control dosing pumps
Motorized valve; controls flow to the UF feed water tank
Dosing pump; NaCl dosing pump
Dosing pump; NaCl dosing pump
Dosing pump; HCl dosing pump
Dosing pump; HCl dosing pump
Dosing pump; NaOCl dosing pump
Dosing pump; NaOCl dosing pump
Differential pressure transmitter; controls the backwash process
Flow meter; measures the flow of water in the UF stage
Level transmitter; UF feed water tank level
Motorized Valve; Controls UF-Backwash process.
Motorized valve; controls water from UF process to de-chlorination
unit
Motorized valve; controls UF-backwash drain
Motorized valve; Controls UF drain
UF feed pump; from UF feed water tank to RO feed water tank
UF feed pump; from UF feed water tank to RO feed water tank
RO hardness meter of water
ORP meter; controls the NaHSO3 and NaOCl dosing
Flow transmitter; controls the UV de-chlorinator
Level transmitter; RO feed water tank level
Pump; Pumps water from RO feed tank to UV de-chlorinator.
Pump; pumps water from RO feed tank to UV de-chlorinator
Sodium bi-sulphate pump
Sodium bi-sulphate pump
De-chlorinator; removes chlorine from water
RO pH analyser; measures HCl level.
RO feed ORP analyser; measures NaOCl level
RO feed conductivity analyser; measures NaCl level
RO permeate conductivity analyser; measures NaCl level
Flow meter; RO membrane inlet flow meter
Flow meter; RO permeate flow meter
Flow meter; RO reject flow meter
Flow meter; RO re-circulation flow meter
Pump; pumps de-chlorinated water to RO
Pump; pumps de-chlorinated water to RO
Pressure meter; RO feed pressure
Pressure meter; RO permeate pressure
Pressure meter; RO reject pressure
Flow meter; UF backwash flow meter
Pump; pumps water from RO tank to T-101 (not used)
Pump; pumps water from UF backwash tank to UF filter membrane
Not implemented in SWaT yet

hours for water to reach the later stages of the SWaT.
Figure 7 shows the stabilization of water level of tanks
T-101 and T-401 over time. We therefore discard the first
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Figure 7. Water level (in mm) of tanks T-101 and T-401 during first 24 h.

24-h data to ensure that we train our TTBU model on the
data collected only after the system has stabilized. We
further break the remaining data into training and test sets.
We use the first 75% of the data for training and parameter
tuning of our model, whereas the remaining 25% of the data
is used for reporting the results of the finalized model.
Hence the training and test data comprises 307,800 and
93,600 states (or rows), respectively. No parameter tuning
is employed on the test data, and all the results presented in
this article are based on this test data.
As with any supervised ML problem, the data needs to be
labelled. The label in this case is the number of seconds to
reach the ‘H’ mark of the tank. This value was calculated
and assigned to each state of the water tank. It is obtained
by counting the number of seconds taken to reach the ‘H’
mark from the current state. However, this approach failed
at two occasions for tank T-401 because of sensor noise and
discretization issues. These two rare occurrences were
detected by identifying the outliers through visualization of
the labels. Apart from this, the delay in closing of valves
and pumps and the leftover water running in the pipes, at
times, cause the water level in the tanks to rise above ‘H’
for a short while. We label such values as zero.
An important phenomenon observed in the data that is
absent in the specification is that the turning on and off of
valves and pumps is not immediate. It can take up to a
dozen seconds for the valve to open, during which the state
of the pump is neither open nor closed; instead, it is in a
transient state. Therefore the status of the pump cannot be
modelled by a binary variable. Furthermore, the water
inflow takes a similar amount of time to reach its normal or
desired rate of flow. This makes the problem of modelling
even more challenging because now the valve is open and
yet water is not pouring in. This problem is further aggravated by the sensor noise, e.g. the valve is closed but the
value of the water inflow is greater than zero. Similarly, the

output pump is closed but the level of the tank still
decreases. These issues can result in the degradation of the
prediction performance, but we choose not to model them
explicitly. We do this for two reasons: first, it would further
complicate the model, and second, since no modelling is
perfect, it may add some new artefact in the model. Instead,
we try to tackle these issues directly in the learning process
by avoiding overfitting of the data.

4.2 RF
RF is an ensemble approach proposed by Leo [21]. It
operates on a multitude of decision trees. Each decision tree
itself is a predictive model, which maps observations to
their labels by means of a conjunction of attributes. An
internal node of the tree denotes a test on an attribute; thus,
each branch represents the outcome of a test. A leaf node
represents a class label. A new record is traversed from the
root node till a leaf, where it is assigned the label of the leaf
node. Tree models where the class label is a discrete valued
attribute are referred to as classification trees, whereas in
case of continuous valued class label they are referred to as
regression trees. The selection of attributes is based on
some information-theoretic measure for classification
problems, and variance for regression problems [22].
An RF with T number of trees generates T number of
new datasets Dt from the original dataset D, using uniform
sampling with replacement. Approximately 37% of the
samples are duplicate in each Dt . Therefore, for each Dt ,
approximately 37% of the samples from the D are not part
of that particular Dt , thus constituting the out of bag (OOB)
samples for that particular Dt . T decision trees are fitted
using these new datasets. For each tree fitted during the
learning phase, only a random subset A of the attributes is
considered. As a tree is grown, the number of records
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satisfying the test of the internal nodes decreases. To ensure
that a node does not have too few records that satisfy it, it is
not further split into its child nodes if the split results in
fewer than M number of records that satisfy the child nodes.
Once the RF model has been learnt, the decisions of the
individual trees are combined to assign a label to each new
observed record. In case of classification a voting mechanism is used, whereas arithmetic mean is calculated in case
of regression. The three parameters T, A and M are the most
important parameters that affect the performance of an RF
model. We tune these parameters on the OOB samples,
therefore eliminating the need to set aside a part of the
training data for parameter tuning. [7] shows that despite
OOB error being higher than the test set error, both are
highly correlated and thus can be used for parameter tuning.
RF also comes with a built in feature selection mechanism that we use. First, the error on the OOB samples
(referred to as OOB error) is recorded; then the variables at
each node of the tree are permuted. The differences
between the old and new OOB error are then averaged over
all the trees and normalized. For unimportant variables, the
permutation should have little effect on the model error,
whereas there would be a significant effect for important
variables. We then remove the unimportant variables from
our final model.
The random sampling of the data into multiple sets, fitting of multiple trees, random subset sampling of attributes
and combining the decision of multiple trees help in
improving the stability and accuracy of RF by reducing
variance and avoiding overfitting. These characteristics
have made RF outperform the other state of the art ML
algorithms on various problems, including winning various
ML competitions.

5. Results and discussion
In this section, we present our results. Additionally, we also
describe the process that leads to our choice of parameters.
Furthermore, we discuss the feature selection that helps us
remove redundant features. The row labelled ‘‘Full’’ of
table 2 presents the results of our TTBU prediction using
RF. The mean absolute error (MAE) reported in this table is
the average deviation of the predicted outcome from the
actual outcome on the test data. Therefore, on average the
predicted TTBU is off by less than 0.5 min from the actual
TTBU. This can be considered as a very accurate prediction
compared with the naive TTBU, and considering that the
Table 2. Prediction performance of Random Forest. All values
are in seconds.

Full
LT H

MAE

MaxOEst

MOE

MaxUEst

MUE

29.38
20.32

298.51
251.85

11.28
20.72

1145.50
190.62

46.30
19.94

tank can take more than an hour to fill up (see figure 6).
Error in prediction is of two types, overestimate or underestimate, with the former being more critical from safety
perspective. The maximum overestimate (MaxOEst) done
by our model is less than 300 s, whereas the mean overestimate (MOE) is less than 12 s. Low MOE suggests that
the high MaxOEst is an outlier as we overestimate only by
less than 12 s on average. Similarly, maximum underestimate (MaxUEst) is quite high at around 1145 s, but with
mean underestimate (MUE) around 46 s only, suggesting
that MaxUEst is an outlier. A higher MUE than MOE
indicates that we underestimate more than overestimate.
As described in section 4, we label water level higher
than ‘H’ mark as zero. Since the label in the training and
test data for water level (slightly) above ‘H’ is always zero,
it makes sense to remove such records from the prediction
problem altogether and predict 0 s whenever the water level
crosses the 800 mark. Therefore, we experiment with a
different setting in which only those observations are used
for training and testing the model where the value of the
water level is less than ‘H’. We refer to this setting as ‘‘LT
H’’; results for this scenario are presented in second row of
table 2. MAE and MaxOEst improved by more than 30%
and 15%, respectively. MOE degraded from 11.28 to 20.72
s. The most significant improvement happens for underestimate scenarios, with MaxUEst improving from about 19
min to just above 3 min. MUE also improved by more than
50%. We choose this setting, and results from here onwards
are based on this setting.
Figure 8 plots the predicted TTBU against the actual
TTBU. The figure shows that the prediction closely matches the actual TTBU except at the high and low extremities. The maximum difference between the two values
occurs during the 35000–45000 s interval. During this
interval, the backwash process starts unexpectedly; therefore, we see two rare peaks. These two peaks are small
because during the backwash process the supply of water to
process P3 is stopped. The backwash process starts after
every 30-min interval or when the pressure in the membranes increases over a certain threshold because of
impurities. On closer inspection of the data, it is seen that
both of these conditions are not present; even then the
model does a pretty good job in predicting these rare
events.
While training our model, we experimented with various
parameters of RF described in section 4. Figures 9(a, b) and
10 illustrate the effects of varying the values of these
parameters on the OOB error on the training data. The error
on the y-axis is reported as mean square error (MSE). MSE
is more sensitive to outliers, thus giving higher weight to
errors that are further away from the mean, hence helping
reduce the MaxOEst and MaxUEst. Figure 9(a) shows that
error plot forms a convex curve with respect to increase in
number of attributes considered for splitting a node in RF.
However, the default parameter value calculated as the
square root of total number of attributes (7 in this case) was
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Figure 8. Actual TTBU vs predicted TTBU for tank T-101.
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quite small. As this value is increased, the difference in the
individual trees starts to decrease because of less randomness. This might lead to overfitting the data, thus giving
poor performance. However, our curve shows that overfitting starts after value 12. The reason behind this difference
can be attributed to the large number of rows in our training
data. A larger data is less susceptible to overfitting, thus
delaying its effects. This argument is further strengthened
by the evidence in figure 9(b). The default value of minimum number of leaves per node for regression problems to
avoid overfitting is 3, but we get the least error for one leaf
per node. This suggests that the amount of data used for this
study is sufficient; despite this, as is the case with datadriven approaches, more data may lead to further
improvements.
Figure 10 shows that the OOB error decreases exponentially with the increase of number of trees in the forest.
This parameter has the most significant impact on the
prediction, running time and memory footprint of RF.
Therefore, we limit the maximum number of trees to 3000,
because with the further increase in number of trees the
improvement in performance gets less significant relative to
the computational overhead. The two parameters, number
of attributes considered for each split and the minimum
number of leaves per node discussed earlier, were optimized while keeping the maximum number of trees equal
to 3000.
To determine which attributes contribute towards prediction of TTBU and which are redundant, figure 11 plots
out the variable importance score calculated by RF. The
variable numbers corresponds to those listed in table 1. The
attributes with zero importance score are removed before
learning the final model. An interesting observation from
this plot is that the attributes having the most significant
effect on prediction of TTBU of tank T-101 of process P1
are attributes from the later processes, i.e. the attributes
with the highest scores, 19 and 29, corresponding to the

water level of tanks T-301 and T-401 of processes P3 and
P4, respectively. Thus the time to overflow tank in process
P1 is more dependent on the water level of the subsequent
tanks rather than water level of its own tank. This result is
intuitive because when tank T-401 becomes full, the water
outflow from tank T-301 stops, thus making it full quicker.
Once T-301 becomes full, the outflow from tank T-101
stops thus decreasing its time to overflow. Therefore all the
system attributes should be used irrespective of the tank for
which TTBU is being modelled.
All the backup pumps, the pump not implemented (P603) and the pump that was turned off for this collection (P601), got a variable importance score of zero. Dosing
pumps P-201 and P-403 also got a zero importance score.
Closer inspection revealed that these pumps never turned
on in the data because the water property that they treat was
within acceptable ranges in stages P2 and P4, respectively.
On the other hand, pumps P-402 and P-501 and de-chlorinator UV-401 get a zero importance score not because they
are not used but because they are always on; thus knowing
their values does not help in prediction.
One thing to keep in mind regarding attribute importance
score of RF is that for two or more correlated attributes, any
one of them can be selected as a predictor for a node. Once
one of them is selected, the importance of other attributes
gets significantly reduced because given the value of the
selected attribute, the information gain using the other
correlated attributes gets decreased. Therefore, an important attribute might get a lesser importance score than a not
so important attribute because of a correlated attribute in
the data. This is not an issue when we want to use variable
importance score for feature selection, since it makes sense
to remove features that are mostly duplicated (or highly
correlated) by other attributes. Therefore, if we train the
model without one of these important attributes, the model
performance may not necessarily drop by that amount,
because other correlated attributes can be used instead.
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Figure 11. Variables affecting prediction of TTBU.
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Figure 12. Error of TTBU for tank T-101 with varying training data size.

To train a data-driven predictive model, the more amount
of data you have the better the prediction is likely to be.
Since CPS are highly critical systems, access to them is
sometimes very limited. Hence, it is essential to ascertain
how much data is required to achieve predictions with
reasonable precision/accuracy. Figure 12 plots the MAE of
the TTBU model for tank T-101 while varying the size of
the training data. As in previous results, 25% of data (test
data) is kept constant while the size of the training data is
reduced from 75% to 60% to 45% to 30% and to 15%. The
graph suggests that the performance of the TTBU may
further be improved by increasing the size of the training
data. Since 75% of data corresponds to slightly more than 3
days of data collected from SWaT, the result suggests that
4–5 days of data is sufficient to train a TTBU model with a
very high precision.

5.1 Results for tanks T-301 and T-401
We replicate the results for the remaining two water storage
tanks of SWaT in a similar fashion. These two tanks T-301
and T-401 belong to processes P3 and P4, respectively.
Process P3 corresponds to the UF and backwash process.
Tank T-301 is used to store the pre-treatment raw water
from process P1 and also serve as the chlorine contact tank.
The tank is sized to provide a contact time of more than
30-min retention time under normal operation to effectively
destroy bacteria and oxidize the organic containments from
the raw water source. In the event of interruption with no
raw water top-up, the UF feed tank provides retention of 40
min, based on the operating UF feed pumps to the level UF
membrane filtration system downstream. The level setpoints are interlocked with the raw water inlet valve
upstream and the UF feedwater pumps downstream. UF can
stop any time when the pressure in the UF membranes
crosses a certain threshold; at that point, the backwash
process is started. Process P4 corresponds to the de-

chlorination system. Tank T-401 is used to store the pretreated water from the process P3. The tank also provides a
buffering capacity when the UF units are in backwash
mode. The retention time is at least 30 min of the RO feed
flow rate. The UF-treated water is fed to the RO system
downstream. The high level set-point operates the UF feed
pumps while the low level set point protects the RO feed
pump downstream. Both the processes P3 and P4 are more
complex than the raw water process P1.
Figures 13 and 14 plot the actual vs the predicted TTBU
for tanks T-301 and T-401, respectively. Figure 13 shows
that the TTBU for tank T-301 is predicted with sufficient
accuracy. The period for which the performance of the
model deteriorates is between 35000 and 45000 s (two low
peaks) when the backwash process is started unexpectedly.
Even then the predicted model adjusted well and the performance is not off by much. Similarly, the performance for
tank T-401 also deteriorated in the same time period.
Table 3 shows the different error measures for the three
tanks of SWaT. TTBU for tank T-401 is the hardest to
predict, with its MaxOEst and MaxUEst being too high.

5.2 Comparison with high fidelity simulations
approach
Being an ML-based approach, there arises a fundamental
question on the fidelity of the predictions of the model
because the ML model is learned on a training data that it
receives as input from a live CPS. Since there are limitations on how much data can be gathered from a live CPS
system, the training dataset captured pertains to a specific
operating window of the CPS. The fidelity of the ML model
is hence only within the limits of the operating envelope for
which the training data is gathered. Therefore, for scenarios
outside the training dataset the learned ML model predictions may not be as accurate as predictions of a high fidelity
simulation based on the physics of the system.
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Figure 13. Actual TTBU vs predicted TTBU for tank T-301.
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Figure 14. Actual TTBU vs predicted TTBU for tank T-401.

We address the afore-mentioned issue regarding the
fidelity of the proposed ML model by ensuring that we
validate our model on 1.5 days of test data, which is not
part of the training data used to train the ML model.
Therefore, all the results reported in this article are on
unseen data. Second, our proposed approach is non-intrusive, i.e. it does not require changing or halting the

Table 3. Performance of TTBU on the three tanks of SWaT.

MAE
MaxOEst
MOE
MaxUEst
MAUE

T-101

T-301

T-401

20.32
251.85
20.72
190.62
19.94

55.42
670.37
75.89
236.12
26.91

243.18
3947.43
285.53
4065.62
97.78

operation of the CPS but rather it requires data collected
during the normal operations of the CPS. Therefore weeks
of data can be given as input to our ML model, thus elevating the limitation induced by small operating envelope.
Furthermore, RF, the ML learning algorithm used in this
study to build the prediction model, employs bootstrapping
and bagging. These two techniques have been shown to
improve the generalization capability of an ML model
beyond the data on which it was trained [21].
Furthermore, there are several advantages of using an
ML model for predictive safety assessment instead of high
fidelity simulations, some of which are mentioned in rest of
this sub-section. ML approaches are good at detecting
hidden relationships between the parameters that often are
overlooked by humans. ML model is relatively inexpensive
to build as compared with a physics-based simulation
model because only data is required from a historian
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database. On the other hand, to build a physics-based
simulation model, experts are required. Additionally,
building a physics-based model of a few sensors and
actuators is easy, but the complexity increases exponentially with the number of sensors and actuators, whereas
ML models can easily scale to hundred of thousands of
attributes. Furthermore, simulation models have limitations
of their own. To cite one such limitation, these simulations
are built upon vendor’s specification manuals, which are at
times incorrect or incomplete; e.g. [12] observes for a water
filtration plant that under normal operations, the volume of
water in a tank does not exceed 900 l, whereas the vendor’s
documentation states an upper bound of 1100 l. However, a
behaviour-based approach learns directly from the empirical data, which renders it robust to incorrect vendor specifications. Sometimes, this even allows rectification or more
tightly binding the system’s real operational limits as
compared with the vendor’s specifications.

6. Conclusion
CPS are critical to the infrastructure and economy of a
country. Securing them from cyber attacks that may be
carried out by criminals, hacktivists, disgruntled employees or enemy states is a high priority area for many
governments. Once an attack has been launched, the
system may move towards an unsafe state, recovery from
which could be costly. Knowing the time it will take for
the system to reach this critically unsafe state gives a
window of opportunity to thwart the attack or limit its
effects with less severe measures before resorting to more
costlier ones. We identify overflowing of the tanks of
SWaT as one such critical state, and try to predict its
TTBU using an ML approach. Using more than 4 days of
data collected from the testbed, we show that our RF
model achieves a significant improvement in prediction of
TTBU over the base case scenario. We also tune the
various parameters of our model for optimal performance,
and employ feature selection to determine the important
attributes. The approach can also be used to determine
TTBU for the critical state of a tank in underflow. In
future we plan to extend this approach to find TTBU for
water distribution networks once the water source has
been contaminated.
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